Dear Referee,

Thank you very much for your comments. They were very useful, and showed a careful reading of the paper. We now answer to the points you raised in your report.

Point 2. “When you say first-best, you mean first-best emission levels, not first-best allocations…. this is an important problem for efficiency… as in most of the literature in Environmental Economics. This should be acknowledged. Is this a difference with Dasgupta or Kwerel?”

We have acknowledged this in section 3, that contains the model:

“When c is the true profile of cost functions, the correspondence F yields the first best emission levels: the emission levels that the regulator would choose if he knew the true cost functions. In this paper we will show that our mechanism allows the regulator to find out the true profile of cost functions c, and therefore find the first best emission levels. We will not, however, deal with the problem of finding the best allocations for the whole economy, when firms pay to consumers the damage caused. In the problem of finding this optimal allocation when firms have to pay the damage caused, some polluting firms could be forced to close down due to losses (<footnote>We thank a referee in this journal for bringing this problem to our attention). This difference is relevant because, among other things, regulatory agencies in some countries care about the impact of their regulation on the probability of inducing firms to close down. Nevertheless, our take on this problem is the standard one in the literature on Environmental Economics (including the papers most related to ours).”

Point 3. You point out that there is a problem in the proof that the equilibrium is the unique one in undominated strategies. Your point is of course true. We have changed very slightly the mechanism and the assumptions about the strategy spaces, but have gotten a much better theorem. Before, 

a) the strategy space for each firm was the set of all bounded, continuous, decreasing functions c. In order to be able to use first order conditions, we have assumed differentiability and convexity of cost functions and of D.

b) the mechanism just inspected one firm from the ones most likely to be lying. Now, if there are different announcements in an industry (a proof that somebody is lying) the regulator samples one of the most likely to be lying with a high probability, and another one with the complementary probability.

c) the Theorem said “the unique equilibrium in undominated strategies is truth-telling.” Now it says “the unique equilibrium is truth-telling.

Before, we argued (incorrectly) that calling a c that yielded a stringent standard was a dominated strategy, in order to get rid of equilibria en which at least two firms “requested” a stringent standard. We now eliminate that equilibrium by putting a very low probability of sampling those firms. We have not added an additional inspection, it is just that the regulator sometimes (with low probability) samples firms requesting a stringent standard, and sometimes (with high probability) firms requesting a lax standard.
Point 4. “First: a loose analogy with first-price/second-price auctions makes me wonder whether the mechanism could be modified by choosing at stage 3 the standard associated with the seond lowest xij, instead of the lowest; this would maybe lead to an implementation in weakly undominated strategies, with a unique equilibrium; which is not so bad.”

Since we modified the mechanism and got full Nash implementation, we did not need to pursue that route. As you suggested, we would have had to assume at least three firms, which would take us a long way in the direction of the standard theorems for mechanism design in undominated strategies (and probably the implementability of our social choice function would follow from some of those results).

“Second: collusion is a real problem because implementation is not in undominated strategies. Can you modify your mechanism so as to address this?”

Since we have gotten rid of all other equilibria, collusion is less of a problem now. However, because we feel collusion is a real problem anyway (in the repeated game induced by the repetition of the mechanism) we have added the following paragraph.
“It is also worth noting that since our model is static, we are eschewing the problem of collusion among firms. In our static model, the unique equilibrium is truth telling, but if the game of "standard setting" were repeated an infinite number of times, other equilibria (including a collusive outcome in which firms claim high abatement costs) could arise. Since collusion is a widespread problem, it is a drawback of our model. But because we lack a decent theory of equilibrium selection for infinitely repeated games, the same can be said of any static mechanism. Therefore, if collusion is strongly suspected in the regulation of some pollutant (if there are few firms, for example) the best alternative may be the method that has been used the most in the past: estimation of cost functions by the regulator.” 

“Third: In the real-world there is few chances that all firms announce exactly the same cost function. What happens then? Is your scheme robust to such details?”

Again, we believe you are right. We believe that one contribution of this paper is to introduce “competition at the top” among firms, to induce a “Bertrand type” of game in which firms would like to declare high costs (in Bertrand high prices) but are led through equilibrium to undercut each other. We believe that this idea is fairly simple and robust to slight changes in the mechanism. For concreteness, we have added this paragraph:

“From a practical point of view, the application of the mechanism as it is may present two difficulties. First, the type space may be too large, and it may be too hard for firms to estimate exactly which is its cost function. Second, and related to the previous point, two firms "trying" to declare the truth may not declare the exact same cost function, and it would not make much sense to punish them in that case. A solution to both of these problems is to present the firms with a fairly large (but finite) menu of cost functions that can be declared, and the authority deems the statement to be true if it is close enough to the truth (the inspection, instead of declaring truth or not, would declare whether the statement is close to the truth or not, which is even easier for the regulator). <footnote>One choice of a finite type space for which the unique equilibrium is telling the closest "declarable type" to the truth is the following. Partition the interval [0,M], for large M into intervals of length 1. The menu of cost functions that can be declared is that of costs which have constant derivative in those intervals, and the derivative is a multiple of 1/K (for large K). The mechanism is the same, only that the regulator declares a firm to be lying if its declaration is not close enough to the truth (with the metric of the supremum).</footnote>”
“Fourth: I do not see why you cannot address the point in 2) by letting the regulator set an optimal Pigouvian tax – instead of a set of quotas which implement the allocation. Getting an optimal Pigouvian tax would be a much more interesting result.” 
We are very grateful for this comment too. Indeed, as you point out, our mechanism (almost exactly as it is now) can be used to elicit the cost functions when the regulator “promises” to use them for the calculation of the optimal taxes. 

Although we feel that thee acknowledgement of this fact should be in the paper (as it is now) we have decided not to include a formal theorem with the issue because taxes are not popular with regulators and, if anything, it is more likely that our original mechanism will be used. 
Your point (5) was a suggestion of what we should do (and we did) and your point (6) contained minor comments that we have changed accordingly. In this regard, it is worth mentioning that the discussion of the literature that you asked about is not relevant now, since it was concerned with implementation in undominated strategies, and our theorem is now better, without having to use any equilibrium selection.
We wanted to use this opportunity to thank you again for your comments that, we believe, have led to an improvement in the quality of the paper.

Sincerely

Juan Dubra (and Marcelo Caffera)

