LECTURE #14  -- PRODUCCION, MONOPOLIO, OLIGOPOLIO
 

Entry

We will first try to answer the following question:  In the long run, under what conditions are firms going to want to enter into an industry?

 

The industry supply curve is obtained by horizontally adding up all the individual supply curves for each firm.

 

In addition to the firm outlays of money, cost includes the notion of opportunity cost. That is, if the firm has some resources ‘tied up’ in this business that could be used elsewhere, then we are including as a cost whatever those resources would earn in their next best use. For example, suppose that in order to stay in business a firm has to keep $100,000 in inventory.  We include as a cost the interest that the firm would get if it invests the $100,000  (or the interest that the firm had to pay to borrow the $100,000 so that it can hold the inventory.  It is the same thing if you lose what you could have earned with that money or if you lose what you had to pay for that money.

 

So when we say that a firm is earning a negative profit, we mean that the firm is not covering its opportunity cost. The firm could be making more money using its resources doing something else. If this is the case, in the long run the firm will not stay in that industry.

 

On the other hand, if a firm is earning more than its opportunity cost we say that the firm is earning economic profits. If this is the case, other firms will enter this industry (assuming that the other firms can come into the industry on the same terms as this firm). We would expect firms to move from industries where they were getting a normal rate of return into an industry where they can earn a higher than normal rate of return.

 

When a firm enters an industry, the industry supply curve shifts to the right.   The equilibrium price drops (see figure 1) and firms earns less economic profit. As long as firms are earning an economic profit, there will be an incentive for firms to enter this industry and this will continue to shift the supply curve.  Prices will drop even further, lowering the economic profits until we get to a long run equilibrium at which economic profits are zero.
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Figure 1
At the long run equilibrium, price equals marginal cost (firms are maximizing profit) and firms are just earning enough to cover their total costs (including their opportunity costs). In the long run we would expect firms to enter or exit a particular industry until price is equal to long run average cost at its minimum point.
 

Opportunity cost and economic profit 

Say I have a unique skill or a unique factor of production that lowers my cost relative to everybody else in the industry (my minimum average cost is lower than that of other firms in the industry). It is possible that I am earning profits (equal to the shaded rectangle in figure 2).
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Figure 2
 

Suppose I have a business that generates an economic profit of $10,000 each year, and the interest rate is 10 percent.  How much can I sell this business for?  Since this business generates economic profits of $10,000 each year, this is equivalent to asking how much an income stream of $10,000/yr. is worth.

 

If somebody borrows $100,000 to buy my business, he will have to pay the bank $10,000 each year, but he will also generate $10,000 with the business each year. So he will be willing to pay any amount up to $100,000. Similarly, I would not sell this business for less than $100,000. A way to see this is by calculating the present value.

 

By present value we mean today’s value of income in the future.  For example, the present value of  $10,000 each year (forever) is:

 

PV = 10,000/(1+i)  + 10,000/(1+i)2 +...+10,000/(1+i)t.....

 

This means that if I take this amount of money (PV) and invest it today at a rate of 10% a year, this investment would generate $10,000 of income each year forever.

 

So if you gave me a choice between having PV now and earning $10,000 each year for ever, I would say having PV now would be at least as good because I could always invest it and get an income stream of $10,000 a year. 

 

Remember how to take the sum of a geometric series? The first term over 1 minus the ratio.
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If the interest rate is 10 percent, the present value of $10,000 each year forever is $100,000.  This then gives us the value of my business.  

 

Is this business still making profit? If I stay in business, I am also forgoing an additional $10,000 that I could get if I sold this business. So my costs are $10,000 higher than I thought they were before by virtue of the fact that I can sell this business for this capitalized income stream. The only way in which my costs would not by higher is if for some reason I could not sell the business. 

 

The moral of the story is that in the long run you expect a business to earn a normal rate of return as long as there are no barriers to entry. You expect to see any short run profits or losses to be wiped out by either entry or exit or by having income streams capitalized in the ability to sell the entire business. The only time you expect to see above-normal profits is in transition.  We do not expect to see profits persist in the long run.

 

Intertemporal Optimization 
In this case what I care about is consumption over time. Say my income stream in year 1 is W1 and my income stream in year 2 is W2. I can borrow and lend at an interest rate r. This means that I can trade that initial flow of income by borrowing or lending and reach any point on the intertemporal budget line (see figure 3). This line has a slope of -(1 + r). The equation for my budget line is:  
C1 + C2 /(1+r)  = W1 + W2 /(1 + r), 

where C1 is consumption in year 1 and C2 is consumption in year 2. We can see that this is the equation of the line because if I chose some other point on that line, say (C1, C2), then: W2 - (C1 - W1) (1 + r) = C2.  Where (C1 - W1) is the amount I borrow in the first year, and  [(C1 - W1)(1 + r)]  is the amount I have to pay back in the second year.
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Figure 3
When C2 is zero, C1 = W1 + W2/(1+ r) = PV. So present value tells us how far the line intersects the year 1 axis (the ‘present’ axis).

 

Say you offer me several business opportunities and I have to choose only one (see figure 4). If I cannot borrow or lend, I have to know what my indifference curves look like and choose the business opportunity that is on the highest indifference curve. But if I can borrow or lend at interest rate r, then when I choose a particular business opportunity, say A, I can reach any point on line 2. 

 

So I will pick the income stream that is on a line with slope -(1 + r) and is as far out as possible, regardless of what my tastes are, (business opportunity B). Once I am on that line I will borrow and lend depending on my tastes (I can reach any point on line 3).
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Figure 4

 

Since all lines have the same slope, -(1+ r), getting the line that is farthest out is equivalent to maximizing present value. So the reason ‘present value’ is the right concept to think about this is because taking the higher present value is equivalent to maximizing your opportunities independently of your taste. This generalizes to several time periods.

 

Student: Why would anybody be willing to buy your business for $100,000?  Although the business yields a $10,000 profit each year, I have to pay $10,000 each year to the bank.

Professor Goldman: That is the story. That is what we expect to happen with certainty and in a perfectly competitive world, with no surprises. You expect that in a long-run equilibrium the best you can do is a normal rate of return. 

 

You do not expect any bargains in the long run. If there is an obvious good deal, why isn’t there someone else taking advantage of it? You do not make money without knowing something nobody else knows or without taking some risk.

 

Example: Copy Central on Bancroft is apparently a very successful business.  However, it is also paying a high rent to the owner of the building for its prime location.  Does this mean that the owner of the building is making a lot of money?  Not necessarily, since the building is in a prime location, the owner of the building probably paid a lot of money to buy it.  So who makes money here?  It’s the person who first bought the building at a very low price.

 

Example: Say a guy in Walnut Creek bought 10,000 acres of semi-productive farm land at $5,000 per acre the day before BART announced that it will be going to Walnut Creek. The moment the announcement is made and the price of his land rises, he made lots of money. However, from that day on he made only his normal rate of return. The time when something jumps in value is the time when the information changes in an unforeseeable way.

 

A Profit Maximizing Monopolist
Say a business has no competitors. The business does not face a demand curve that is perfectly elastic. The firm realizes that if it lowers its prices it can sell more. Assume that when this firm lowers its prices, other firms in other industries will not change their prices. In other words, the firm faces a downward sloping demand curve (see figure 6). This is a very extreme case, since no firm is a complete monopolist.

 

The firm’s revenue curve is not a straight line anymore (see figure 5). Price is the slope of the secant line from the origin to the revenue curve (price is total revenue divided by quantity, or average revenue).  The higher the quantity the firm sells, the lower the price (the flatter the line is).
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Figure 6
 

To maximize profit, the firm looks at the place where the total cost curve and the revenue curve are the furthest apart -- where the slopes of the total cost curve and of the revenue curve are the same. That is where marginal revenue equals marginal cost. 

 

My revenue is P(Q)Q, so my marginal revenue is P’Q+P.  Since the demand curve slopes downwards, marginal revenue has to be less than average revenue. (Note that P’ is negative because in order to sell one more unit I have to lower the price that I am charging).  This means that I have a marginal revenue curve that is below the demand curve and the difference is P’Q (see figure 6). I will produce a quantity q* where MC=MR, and I will sell it at whatever price that quantity will sell for in the market, (p*).

I make a profit because I sell at a higher price than average cost. Price minus average cost times the number of units that I sell [image: image8.wmf](
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 is my profit. If I have already counted all my opportunity costs, according to figure 6, I am making an economic profit in the amount of the shaded area.

 

If other firms can enter this market and we have to share the industry, then the demand curve my firm faces will change. However, if other firms cannot enter and I have some exclusive right to this business (state monopoly, license, etc.), then, if I can sell the business, I can command the capitalized value of this profit as good will, as part of the selling price of this business.

 

If other firms cannot enter this market and if I cannot sell the business (e.g. license not transferable) then I would be making extra normal profits. In that case it would not be opportunity cost; it would be economic profit.

 

We can look at the MR formula in a slightly different way:
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where ( is the elasticity of the demand curve. (Notice that elasticity is defined as a positive number since dQ/dP is a negative number.)  If the demand curve is perfectly horizontal the elasticity is infinite and the marginal revenue is P. If the elasticity is one, the marginal revenue is zero (where the MR curve intersects the horizontal axis).

 

We say that a demand curve is elastic if its elasticity is greater than one and inelastic if its elasticity is less than one. A monopolist will always sell on the elastic portion of its demand curve.

LECTURE #15

 

Monopoly and price discrimination
Suppose a monopolist can break her customers into two distinct groups and charge a different price to each group.  It is difficult to find examples of price discrimination in markets for physical products since it is difficult to charge a different price to different people.  Price discrimination is more prevalent in services, where it is easier to discriminate between people.  A good example is the airline industry.  Airline tickets are substantially cheaper if you stay over a Saturday night.  This restriction is used in an attempt to get everyone to pay as much as they are willing to pay.  A person traveling on business will be more reluctant to stay away from home over a weekend, while a vacationer may be more flexible.

 

When is it interesting to charge different prices to different groups? Why might firms want to do this, and how do they decide who to charge the high price and who to charge the low price?  A movie theater is an example which helps us see the intuition.  A movie theater charges less to students because students have less money, and would not go if they had to pay more for the ticket. Non-students are more willing to pay higher prices.

 


The algebra. Algebraically, our model looks as follows. There are two different demand curves (one for each group). Say Q1 is the amount sold to the first group and P1  is the corresponding price.  Similarly Q2 is the amount sold to the second group, and P2 is the relevant price. Then the total revenue of the firm from both groups is P1(Q1)Q1 + P2(Q2)Q2.  Let’s suppose that the cost to the firm depends only on total quantity produced cost and it does not depend on which group buys the output.  So the cost to the firm is C(Q1 + Q2). 

 

The way we set it up, the variables that the firm gets to choose are Q1 and Q2.  The firm maximizes profit with respect to Q1 and Q2.
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Our first order conditions are:

 

((/ (Q1 = P1’(Q1)Q1 + P1 - C’(Q1 + Q2) = 0

((/ (Q2 = P2’(Q2)Q2 + P2 - C’(Q1 + Q2) = 0

 

We can rewrite these conditions using MR = P(1 - 1/ () and letting (1 be the elasticity of demand in market 1 and (2 be the corresponding elasticity of demand in market 2 (remember that I define the elasticity of the demand curve as the absolute value of price over quantity times the slope of the demand curve).

 

MR1 = P1(1 - 1 / (1) = MC

MR2 = P2(1 - 1 / (2) = MC

 

So, these conditions tell me that marginal revenue in market 1 should be equal to marginal revenue in market 2. This makes sense because if the marginal revenues were different, than I could make more money by selling less in the market with the lower marginal revenue and more in the market with the higher marginal revenue. And since I would be producing the same amount, my cost would not change.

 

What does this tell me about which market gets the higher price? Suppose that (1>(2 >1, so the demand is more elastic in market 1 than in market 2.  Then,  (1 - 1 / (1) >  (1 - 1 / (2).  This, along with the fact that the marginal revenue in each market must be the same, implies that P1 < P2. This means that the lower price goes with the market with a higher elasticity. 

 


The graph. Graphically, D2 is steeper than D1.  This means that the demand curve of market 2 is less elastic than that of market 1 (see figure 1). The marginal revenue curve, MR, is the horizontal summation of the marginal revenue curves in each market, MR1 and MR2.  The marginal cost curve (MC) is a function of total quantity being produced. 

 

We find the equilibrium by equating MC with the combined marginal revenue from in the two markets (point A) and then finding how much we would be selling individually to each of the markets. That is, finding Q1 and Q2. (Note that we have to look at the total quantity that we are producing in both markets to compare it against marginal cost.)

 

Then we figure out what prices we would be charging to each of the two markets (we look at the demand curves and see at what price those quantities sell for).
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Figure 1
 

This again suggests that I charge the lower price in the more elastic market and the higher price in the less elastic market.

 


The intuition. When firms raise their prices, they lose a certain number of customers. If they raise their prices and the demand is elastic, they are going to lose a lot of customers, so firms will not want to do that. On the other hand, if firms raise their prices and demand is inelastic, they will lose only a few customers. For example, you charge more to rich people than poor people since poor people have a more elastic demand. That is, if you raise the price, they will stop buying.  Alternatively, if you lower the price where demand is elastic, you will attract a lot of customers. 

 

If I am a monopolist and I can find some way of breaking up the market into groups that have different demand elasticities, then I can make more money. My problem would be to keep the groups separated. Ideally, I would like to break people up into individual demand curves. Think about buying a car. There is a list price and the car dealer tries to get out of each customer as much as he thinks the customer is willing to pay.

 

Graphically, how do we represent the profits and costs of the monopolist?  The cost is whatever fixed costs there are plus the area under the marginal cost curve (see figure 2). Remember that: MC = dC/dQ.  And if we integrate:
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This means that cost is the area under the marginal cost curve plus some constant of integration which in this case we can interpret as the fixed costs. For now, let’s assume that there are no fixed costs.  What we want to do is compare the monopolist’s profits with and without price discrimination, and since fixed costs would be the same for the firm under both scenarios, we could still see which case led to greater profits.  The shaded rectangle is the total revenue. So, the difference between the two areas is the profit the monopolist would make.
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Figure 2
 

Now, let's suppose the same monopolist can perfectly discriminate. That is, the monopolist can charge different prices for each unit it sells (see figure 3). In this case the monopolist gets additional profits.
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Figure 3
 

Since now the monopolist is able to perfectly discriminate, he could also make additional profits if he produces beyond Q*. In fact, he could do that until the last unit is sold to a person willing to pay a price equal to the marginal cost.  It is important to notice that the MR curve in figure 3 is only the marginal revenue if there were no price discrimination.  When there is perfect price discrimination, however, the marginal revenue curve is just the demand curve.

 


The problem with monopolies.  If a monopolist cannot price discriminate, he stops production at a point where the value of another unit to the consumer is worth more than the value of the resources that go into producing that additional unit. 
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Figure 4
In other words, he stops production at a point (Q*) where he can still turn inputs worth a small amount into goods worth a larger amount. In not doing so, the monopolist is failing to generate a gain to others in the system by an amount equal to the triangle in figure 4.

 

The monopolist is stopping production where MR = MC, and at that point the consumer surplus is the upper triangle in figure 5 (the area under the demand curve, less what consumers have to pay). The monopolist makes a profit equal to the shaded area (above the MC and below the monopolist’s price).  

 

Again, this is assuming there are no fixed costs.  If there were fixed costs, then profits would be the area of the rectangle with height being the monopolist’s price minus the average cost when Q* units are produced and width being Q*.
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Figure 5

 

If the monopolist produces where price is equal to marginal cost, the firm would earn a profit equal to the lower triangle and the consumer surplus would be the area of the upper triangle (see figure 6). Notice that the combined areas are larger in figure 6 than in figure 5. The pie is larger. However, the monopolist does not produce where the whole pie is larger because although the whole pie is larger, his slice is smaller. The monopolist makes the largest profit where MC=MR, and if he produces beyond that point, his profit shrinks. So the monopolist does not have an incentive to make a big pie. He has an incentive to make a big portion of that pie for himself. Therefore, the profit-maximizing behavior of the monopolist results in a pie that is less than the maximum possible size.
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Figure 6
 

However, if the monopolist can perfectly discriminate he will want to see the largest pie.  This is because when he perfectly discriminates, he gets all the pie anyway.

 

When we start talking about general equilibrium stories and why competition is good we will see whether or not the incentives under competition are consistent with questions of producing the largest pie.  We will see if competition leads to some kind of efficiency in terms of maximizing the value of what is produced.  With a monopoly, however, there is a clear failure of incentives to produce the maximum possible gain. If we have perfect price discrimination, then the monopolist is behaving efficiently.

 

Taxes
Suppose I have a competitive market and I put a sales tax on the commodity. As a result the consumers see the higher price p" and the producers see the lower price p'. The difference between the two is the amount of the tax (see figure 7). Also as a result of the tax, the quantity produced decreases from Qc to Qt. 
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Figure 7
 

Both the consumer surplus and the firms' profits shrink. The consumer surplus lost is the area of the upper wedge. The firms have lost profits in the amount of the lower wedge. Part of both of these losses is transferred to the government, but some the rest is lost to the system (see figure 8).
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Figure 8
 

Firms are still capable of turning low valued resources (inputs) into high valued resources (outputs). But firms are not doing so because they only get paid the lower value.  Firms do not turn lead into gold because they only get paid for the lead.

 

So, the triangle in figure 8 is lost to the system in the same way as in the monopoly. This is called a deadweight loss. We have a deadweight loss when the system is capable of turning factors into more valuable products and fails to do that.

 


Raising taxes without altering behavior. Suppose I am going to raise taxes anyway. I will want to raise them in such a way to make the deadweight loss (DWL) triangles smaller.  The triangles will be small if the demand curve is very steep relative to the supply curve or the supply curves is very steep relative to the demand curve, or some combination of both. The things that I will not want to tax are things that have very flat supply and demand curves because that will cause people to alter their behavior a lot, and the more people alter their behavior, the greater the DWL. 

 

Goods with steep demand curves (with inelastic demand) include cigarettes, crack cocaine, pharmaceuticals, and life saving operations. It may sound unfair to tax people for life saving operations but it would be very much in the flavor of a lump sum tax. It would not cause people to alter their behavior very much. It would be just taking a lump sum from an arbitrary group of people. You may not like that on equity grounds, but it is optimal on efficiency grounds. The reason we get the triangle is because people alter their behavior and they cut back on the amount that they purchase or on the amount they produce.

 

Alternatively, you could implement a tax when the supply curve is very inelastic. You want to tax a market in which the quantity supplied will not change because of the tax.  I may want to tax the unimproved value of the land. The unimproved land is there. There is not going to be less of it because I tax it. So the tax will not alter behavior. It will be just a redistribution from people who own the land to the taxing authorities. The problems arise when you start thinking about questions of unfairness.

 

Say there is farmland near an urban area. If the farmland is efficiently developed (maybe by building a shopping center) it could generate a gazillion dollars per year. The property tax could be based on what the land would earn if it were used in the most efficient way regardless of what the land is actually used for. Then you get into a political battle. 

LECTURE #16

 

Up to now, when we look at the idea of a monopolist we know that the demand curve depends not only on the prices the monopolist charges but it depends on other things as well. For example, it depends on the prices of all other goods in the economy.

 

When something that affects the demand curve changes I will want to adjust my price to the new demand curve. By doing so, I will affect the prices of other goods in the economy and this in turn will change my demand curve again. This is particularly relevant when markets are closely tied together. For example, the demand for most US brand name products depends on the prices of other brand names. The demand for Reebok will probably have something to do with what price is being charged for Nike and Adidas.

 

We want to look at particular configurations of how these interactions might take place and how firms might respond in terms of prices. We will look at the following models: Cournot, Stackelberg, monopolistic competition, conjectural variations, and Bertrand.

 

These models are just different ways of thinking about interactions among firms producing similar enough goods that firms have to worry about the reactions of other firms in figuring out what to do. So they are no longer isolated in the way in which we thought when we talked about monopolies. The monopolist's demand curve depends on its own price and its own actions. Presumably the monopolist's actions did not affect anybody else so much that he had to worry about their reactions to his actions.

 

The Cournot model
Suppose you have two firms producing mineral water. Suppose also that the mineral water produced by the two firms is indistinguishable. The price of both brands will depend on the total quantity of mineral water being produced, P(Q1+Q2), where Q1 is the amount produced by firm 1 and Q2 is the amount produced by firm 2. People do not care which mineral water they buy. They just care about the total amount of water available. So, the profit for firm 1 is:

(1(Q1,Q2) = P(Q1+Q2)Q1 - C1(Q1)

 

And the profit for firm 2 is:

(2(Q1,Q2) = P(Q1+Q2)Q2 - C2(Q2)

 

If you are firm 1 you want to maximize (1(Q1,Q2). However, the only variable that firm 1 gets to choose is Q1. The firm's decision about Q1 is going to depend on Q2. If we do this maximization problem, we get the following first order condition: Q1P'(Q1+Q2) + P(Q1,Q2) = C ' (Q1)

 

Firm 1 is going to solve this expression for Q1 and it is going to find that the value of Q1 that solves this expression is going to depend on what Q2 happens to be. So, Q1(Q2) is the best firm 1 can do given that firm 2 output level is Q2.  If I were firm 1, I would like for firm 2 to produce nothing. However, I have no control over firm 2. Firm 1 is not in a position to say what the best thing for it to do is until it knows what firm 2 is going to do.  

 

The maximization problem for firm 2 results in a similar expression.

 

We can graph firm 1's best-response function or reaction curve, Q1(Q2), and firm 2's best-response function, Q2(Q1) (see figure 1). Cournot focused on the value of Q1 and Q2 at point A and described it as the equilibrium for this problem. 
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Figure 1
 

There are several reasons for wanting to focus on that solution. First, if firm 2 is doing Q2* then the best that firm 1 can do is Q1*. And if firm 1 is doing Q1* then the best that firm 2 can do is Q2*. So, it is a consistent solution. 

 

Second, we can try to tell a dynamic story. If firm 1 tries to produce at point b, firm 2 would respond with point a and then firm 1 would want to reconsider and respond with point c. Then firm 2 would reconsider and respond with point d and so forth. We can think of this as converging to an equilibrium.

 

A more clever way to tell this story involves the concept of common knowledge of rationality. To tell you that story I need to explain to you first what common knowledge means.

 


Common knowledge. There is a difference between all of us knowing something and all of us knowing that the other person knows it as well and that the other person not only knows it but knows that we know it, all the way down. 

 

For example, if a person stands up in class and announces something to the entire class, we would not only all know the announcement but we would also know that everybody else heard the announcement and knew it.  This is very different if the person decides to send all of us an e-mail separately (not using the copy thing). We would all know the announcement, but each one of us would not know if the rest knew what the announcement was.  

 

Another example is the story of the island with the 30 couples. Everybody in the island is very promiscuous and the men in the island are total gossips. There is a custom on the island that if a man finds out that his wife committed adultery, then he must kill her. They will tell each other everything, except if that person's wife was involved. Everything is OK for many years with no one revealing anything that could cause anybody's death. Until one day a missionary arrives and stays overnight. The next day he announces to everyone that adultery has been committed in the island at which point he dies of a heart attack before he says another word. Precisely 30 days later, all of the husbands kill their wives.

 

What was the logical sequence by which they arrived at this common decision?  Suppose there are only two couples in the island and the announcement is made that adultery has been committed. Husband A says: if my wife was not involved then husband B knows that. Husband B knows adultery has been committed and therefore tomorrow he must know that his wife was involved and he must kill his wife. If husband B does not kill his wife the next morning, then it must be that he knows that my wife was in fact involved and therefore I must kill my wife the following morning. If we have three couples it takes three days. It takes as many days as there are couples to go through this chain.

 

What did the missionary tell them that they did not already know?  The missionary makes a statement in front of everybody, which allows Husband A to know that Husband B knows and that Husband C knows that adultery has been committed.  Prior to the announcement by the missionary, everybody knew, but they didn't know that everybody else knew.

 

Now using this notion of common knowledge, let's go back to our two-firm problem. Say I am firm 1. I look at firm 2's reaction curve and note that no matter what firm 2 believes about me, firm 2 is going to choose a solution somewhere in interval A (see figure 2). Firm 2 knows that I know that. Firm 2 also knows that I am going to react by choosing somewhere in interval B.  I know that firm 2 knows that and therefore I know that firm 2 will act within interval C. But if firm 2 acts within interval C, then I will choose to act within interval D. And so forth until the intervals shrink to the point of intersection of the two reaction curves.
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Figure 2
 

So common knowledge of rationality (firm 1 knowing that firm 2 is going to choose rationally and firm 2 knowing that firm 1 is going to choose rationally and so on back and forth) is going to leave us with each one knowing that the other was going to choose at that level. This is our solution to this Cournot problem.

 

We define a game (in a technical sense) as a set of actions that each player i could take and as a set of payoff functions that each player i might have. 

G = { {Ai} , {(i} }
 

The payoff to player i depends on the action of player 1, the action chosen by player 2, and so forth all the way up to player j (there are j players). 

(i (a1, a2, ....aj)

 

In the Cournot game the actions are for each firm to chose a particular level of output, and the payoff is the profit that the ith firm receives. That profit depends on the output levels chosen by all the players.

 

We define a Nash equilibrium, or an equilibrium for this game, as a set of actions a1*...aj* such that ai* is the argument which maximizes the payoff to the ith player over all possible values of ai, given 

a1*,...,ai-1*, ai, ai+1*....aj*. The proper notation is:

ai*  = argmax (i (a1*,...,ai-1*, ai, ai+1*....aj*)

 

Nash equilibrium is a set of actions (one from each player) such that given that the other players are playing their equilibrium strategies, the best that player i can do is to play her equilibrium strategy. It says that we have an equilibrium if given what everyone else is doing, player i would not change.  Player i would not change since she cannot gain by deviating -- she cannot do any better than to play ai*.

 

So what do the economics look like?  In the example of the two firms producing mineral water, we had our condition that said that

P' (Q1+Q2)Q1 + P = C'1(Q1)

 

We had a similar condition for firm 2.

 

If we rewrite this equation we have:
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where S1 is the share of firm 1 in the total market. If the firm is the whole market then the share is 1 and this is just the monopoly formula. If we have a bunch of identical firms (say infinite) and they all have the same marginal cost, then this formula becomes P=MC, which is the case for perfect competition.

 

So one way to think about the Cournot model is that depending on how many firms there are, it is the intermediate case between monopoly and competition. If there is one firm, you get the monopoly solution (since it is a monopoly).  If there are infinitely many firms, then the competitive solution arises.  And if we have more than one but less than an infinite number of firms, we have something intermediate in terms of the relationship of price and marginal cost. If marginal cost differs among firms then it says that the firms with the lower marginal cost get the larger shares of the market in a Cournot equilibrium.

 

Stackelberg
Say I am firm 1 and one day I realize that I have been going about this game all wrong.  I really do not want to get stuck at point A (see figure 3). Given that firm 2 is reacting to me, I want to know what is the best thing for me to do so that when firm 2 reacts, I will be in the best position possible. Looking at firm 2's reaction function, I want to know which point in that line gives me the highest level of profit. 

 

The curves in figure 3 are equiprofit lines, and the lower the curve, the greater the profit.  You can see that my profit increases as firm 2 produces less and I produce more (moving from point A to B).  My equiprofit lines are just going to be horizontal through my reaction function.  Note that profits for firm 1 increase as we go down firm 1's reaction function.
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Figure 3
 

For anything that I do (I am firm 1), firm 2 is going to choose to be on its reaction function line. Given that I am stuck with points on that line, I ought to figure out which one of those points is the most profitable for me.  Then I should do whatever action would get me to that point. 

 

From the points on firm 2's reaction function, the most profitable for me is where my equiprofit line is just tangent to firm 2's reaction function (point B). So I will undertake action Q1L and firm 2 will react by choosing Q2f.  Now, instead of cutting my output thinking that I can increase my profit (by moving to a lower equiprofit line at point C), I will realize that in that case firm 2 would react by increasing its output and my profits would decrease.  So instead of cutting my output to point C, I will stay with action Q1L and firm 2 will also stay with action Q2f. This way I will make the largest possible profit given that firm 2 is reacting to my output decision.

 

If I get to be the leader, I will announce to firm 2 that I am doing Q1L and that nothing firm 2 does will change my mind. So firm 2 will just chose the best it can do given my choice. 

 


Both players want to lead.  Say both players go simultaneously and each one wants to be the leader. Firm 1 announces that it will do Q1L. Firm 2 has been busy doing the same thing and has picked a different point. So firm 2 is not going to do Q2f at all; it will do something different. So if both players want to be the leader, there will be a problem. 

 


Credibility.  The question now is:  how do I convince firm 2 that I am the leader?  I will want to do something to tie my hands.  I want to choose my level of Q1 in such a way that it becomes credible to firm 2 that I will in fact do Q1L. I perhaps want to take away my ability to change my level of output.  I want to precommit myself.  Maybe I will build a factory that is suited to produce Q1L and has poor prospects for producing different levels of output. Having the ability to change my mind may weaken my ability to convince you that I will in fact do that. 

 

There are numerous stories geared towards doing this. A common one is the chicken game. Say you are approaching an intersection and there is another car approaching the same intersection at the same time. Your problem is to convince the other driver that you will go through the intersection without slowing down. If you get the other driver to believe so, he will stop and let you go first. 

 

There are many strategies you can think of to accomplish this such as turning my head on the other direction so the other car knows that since I cannot see him, there is no way I will slow down. However the other driver may want to do the same thing so I may want to push my strategies further. What we are doing here is throwing away options -- we are throwing away information and restrict our ability to change our actions so that we convince the other player that we cannot change our actions. 

 

The economics of precommitment are fascinating. How do you promise to do something that in general would not be in your interest? You have to make it in your interest to follow through.

 

Bertrand

The Bertrand game is when firms are producing the same goods that compete with each other on price.  In the Cournot game firms compete by setting output levels (and the price is determined by the total output level), while in the Bertrand game firms compete by setting prices (and the output level is the market demand at the set price).  Say I am firm 1 and I get to set P1, and you are firm 2 and get to set P2. We are producing identical goods. So, say you charge a price P2. If I charge a higher price than P2, I will sell nothing. If I charge a lower price than P2, then I will sell to the entire market. Therefore, in order for both firms to sell their output, both prices have to be equal.

 

We want to know how an equilibrium looks for this game. I claim that at equilibrium, both firms will be charging the same price and that it will have to be a price equal to the marginal cost.  So I claim that P1 = P2 = MC.  Why?

 

The prices will be equal, but say they are greater than marginal cost (P1 = P2 > MC). In that case, firm 1 will want to produce more. To do that, it will lower its price and capture the entire market.  As a reaction to firm 1’s action, firm 2 will then lower its price below P1.  Each firm has an incentive to lower the price as long as prices are above marginal costs.  Firms would not produce where prices are lower than marginal cost (P1 = P2 < MC) since this would not be consistent with profit-maximizing behavior.  Each firm would want to decrease output since the last unit produced cost more than the revenue (the price) it brought in.  Therefore, we could not be at an equilibrium with prices less than marginal cost

So the Bertrand solution is that price equals marginal cost (the perfectly competitive solution) even with just two firms. 
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