LECTURE #24 – SOCIAL CHOICE
 

 

So far, we have not dealt with how to choose among the many Pareto optimal allocations available to us.   First, we can think of generating a utility frontier (see figure 1).  In terms of efficiency, we want to be somewhere along this frontier.  This is because the utility possibilities frontier tells the maximum amount of utility Percy could attain for any given utility level Joe has, and vice versa.  Therefore, points on the contract curve are associated with points on the utility frontier.  Yet, we still do not know how to trade one person's well-being against another’s.
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One of the ways this problem has been approached is to suppose that there is something called the social welfare function W which has as its arguments the utility levels of the various individuals, W(U1, U2, ...Um).  And that somehow there is a way of trading one person's well being against another's.  We can also think about having a social preference ordering whose arguments are the preference orderings of the individuals.  

 

I just said we did not know how to do this, and now I am saying suppose there is some function that does it for me.  I do not know where that social welfare function comes from, except that it comes somehow from the social welfare concerns of individuals.  

 

Political speeches frequently talk about the common good. If common good means unanimous consent, it makes sense.  But if it means that it helps some people but it hurts other people, and that some how it is in the common good to help certain people at your expense, it does not make sense.  Nevertheless, we hear lots of policies pushed through in the name of the common good.  There is lots of demagoguery that you can play off using notions of public good as a way of saying that the public good is what helps the particular group I am trying to appeal to at the expense of the particular group that I am not trying to appeal to.  

 

So we do not know where the social welfare function comes from, but we do have ways of making tradeoffs between people's well-being. For example, we are making such tradeoffs when we vote on a political issue or when we give to charity.  We do not just consider what the implications are for ourselves, but we also consider some underlying notions about social justice and fairness.  Even if I have a notion of social justice, of what I think is fair and reasonable, I cannot appeal to some absolute standard to try to persuade you that that is the way you ought to think about it. You have your own notions.

 

Arrow's Impossibility Theorem

We want to know is if there is any way of reconciling our differences in order to produce a social decision.  Is there some mechanism to arrive at decisions about social choices that combines the way different individuals think?  Are there certain underlying axioms, principles, ideas that we would generally agree on, and can we design a mechanism by which we could take conflicting preferences among individuals and arrive at a social outcome? In its most fundamental level this amounts to drafting a “constitution” or a description of how we are going to go about resolving differences among individuals. 

 

Imagine we have some space of states of the world, and we designate these states as A, B, C, and so on.  They are mutually exclusive.  State of the world A is a complete description of what matters (a description of what each firm produces, what each individual consumes, pollution produced, who benefits, who loses, and everything else you might want to know.)  B would be another possible description of the world, and so on.

 

Individuals are assumed to have preferences over the states of the world.  R1 denotes the preference ordering of individual 1.  Each individual has a ranking over the different states of the world.  Given the ranking of all of the individuals we want to look for a function (f) which is going to assign to some set of individual preference orderings a social preference (R), that is, f(R1, R2, R3...) = R.  We also want to impose certain restrictions on this function f.

 

Everyone in the class is going to give me their preference-ordered list of the different alternatives.  I will suppose that the lists I get from all of you rank all the alternatives (I want them to be complete), and I want your preferences to be transitive.  I want to know if I can devise a scheme for coming up with some social list (subject to certain rules).  I want to have this rule be independent of the lists I am given.  An example of a function is majority rule.

 

Rules for drafting the constitution:

 

(1) Pareto rule.  If everybody likes one alternative better than another, then it should be socially preferred.  If ARiB  (i,  then A f(R, ...R)B, or  ARB.  This says that if A is at least as good as B for all individuals, then A should be at least as good as B for society as a whole. 

 

(2) Universal domain. Our rule will have to work for every possible pattern of individual preferences.  I want the constitution to work no matter what lists you give me.  Majority rule, for example, violates this rule.

 

(3) Independence of Irrelevant Alternatives (IIA). How society ranks A against B should not depend on anything except how individuals feel about A and B. It should not depend on how individuals feel about C. 

 

This criterion is saying two things:  first, it cannot matter where you place C when comparing A and B; and second, all that matters is the ranking between A and B.  This rules out any way of expressing intensity. The reason for this is that there is no way of comparing how much more you like one state than another against how much more someone else likes one thing than another. But, in practice we do that all the time. For example, I managed to figure out that it is more important for you not to starve than for me to have another jellybean.  But, I do not know how this process works or what the outcome would be  in more complicated situations.  


Possible constitutions.  Are there any functions f that would satisfy these conditions?  Arrow's startling result is that there is only one function that would satisfy these three conditions, and it is completely unacceptable: a dictatorship.  When confronted with the preference ordering of different individuals we just pick the preference ordering of one individual, so f(R1, R2,...RM) = Ri.

 

(4) No dictatorship. If we impose a 4th condition of no dictatorship, then there is no function f that satisfies all four conditions. 

 

The proof (see the “Notes on Arrow’s Impossibility Theorem” handout)


Definitions: A group V of individuals is almost decisive for a particular social welfare function and for a particular pair of mutually exclusive alternatives X and Y if whenever everyone in V likes X better than Y and everyone outside of V likes Y better than X, then X is socially preferred to Y.

 

A group of individuals V is decisive for X against Y if all individuals in V prefer X to Y and this implies that  X is socially preferred to Y.

 

In other words, to say you are almost decisive is to say that you get your way when everyone else disagrees with you.  To say you are decisive is to say that you get your way when everyone disagrees with you and also when everyone does not disagree with you.

 


Lemma 1: If there exists an alternative X, an alternative Y, and an individual J such that J is almost decisive for X against Y, then for any other alternatives W and Z,  J is decisive for W against Z or Z against W.  That is, J is a dictator. 

 

In other words, when there are two states of the world, X and Y, and the individual likes X better than Y while everyone else disagrees, if X is chosen over Y then it must be the case that the individual is decisive for any other pair of states of the world.   The logic of the proof is stated in the handout.

 

Note that Lemma 1 does not say that this situation arises.  All it says is that if that is ever the case, the social welfare function is going to have to be a dictatorship.

 


Lemma 2: There must exist an almost decisive individual. 


Proof: Let V be the smallest almost decisive set. How do we know there is an almost decisive set?  Because the set of the whole is almost decisive:  if everybody likes X better than Y and everybody else (the null set) likes Y better than X, then X is socially preferred to Y. 

 

We break up V into two parts: the individual J and the rest ([image: image2.wmf]$

V

).  Everybody not in V will be called the set W.

 

We can pick any preferences because by universal domain, the function f has to work for any preferences. 'P' means 'likes strictly better than' and 'R' means 'likes at least as much as'.  So suppose we have the following preferences:

For individual J,
X PjY and YPjZ
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ZPiX and XPiY
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YPkZ and ZPkX

 

We know that everybody in V likes X better than Y and everybody not in V likes Y better than X.  Therefore, the set V is almost decisive, and X has to be socially preferred to Y.

 

There are two possibilities:  Z is preferred to Y or Y is preferred to Z.

Say Z preferred to Y.  Everybody in [image: image4.wmf]$

V

 likes Z better than Y and everybody else (J and W) likes Y better than Z.  So if it were to be the case that Z was preferred to Y then the set [image: image5.wmf]$

V

 would be almost decisive for Z against Y. However, this would contradict our assumption that V is the smallest almost decisive set.  Therefore, this cannot be true.

 

So if Z is not preferred to Y and if the ordering is complete, then it has to be the case that Y is at least as good as Z.  

 

Now if X is better than Y and Y is at least as good as Z, then X is better than Z.  Who likes X better than Z?  Only J.  

 

There are two possibilities: If [image: image6.wmf]$
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 is not null, then that is a contradiction because J is smaller than V.  So the only way we would not have a contradiction is if the set [image: image7.wmf]$

V

 is null, and in that case J would be the entire set V.  Therefore, the smallest almost decisive set has but one member.  And then by the first lemma, if there is an almost decisive set with one person in it, then that person must be a dictator.

 


The point of the theorem. This is not an endorsement for dictatorship.  The point of the theorem is that the notion of an all-purpose constitution is in fact a very difficult construct.  If you want to focus on making comparisons between individuals and resolving conflicts between individuals, then you have to be prepared to give up something. One option would be to come up with constitutions that work only some of the time, such as majority rule.

 

Majority rule
The problem we have with majority rule is that we could have cases where one alternative was preferred to a second one, the second alternative preferred to a third and the third alternative preferred to the first (a cycle which violates transitivity).  Also, if we voted on things pair-wise, the order in which we voted would matter.  There may be some reasonable conditions under which we are not likely to see these contradictions.  

 


Theorem.  If preferences are single-peaked, then majority rule works (in the Arrow sense).

 

Suppose we find a way of ordering preferences from left to right.  We can draw people's preferences with a higher point meaning more preferred and a lower point meaning less preferred (see figure 2). Suppose when I draw peoples’ preferences, they are singled-peaked.  Then, even if they disagree with each other, majority rule is going to produce an outcome.   

 

If you examine figure 2, you will see that everyone’s preferences are not single peaked.  Majority voting says that A is preferred to B, B is preferred to C, and C is preferred to A.  Thus, the majority voting social welfare function does not provide an outcome when preferences are not single-peaked. 
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Figure 2
 

 

Other postulates
There are other postulates we may want a social welfare function to have besides the ones suggested by Arrow.  First, if I change the names of people such that we preserve the same pattern of preferences of society but I change which person has which preferences, then that shouldn't affect the outcome.  The outcome should depend on the number of people that had a particular preference, not which person has that particular preference.  

 

The other assumption is neutrality.  This says that the name we attach to the alternatives shouldn't affect the outcome.  If the first option is originally called A and the second option is originally called B, if I know call the first option B and the second option A, this shouldn't affect the outcome.  

 

Another assumption is liberalism.  This says that if there are two states of the world that are identical except on whether I brush my teeth up and down or right and left, then all that should matter is my preferences between the two states of the world.  There are certain things that pertain only to me, and I am the only person who should be the judge between those two states of the world.  If you have preferences on whether I brush my teeth up and down or right and left, that should not matter.
